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ABSTRACT

Vehicle control systems are currently divided into driver assistance systems like adaptive cruise control or
lanekeeping which function as convenience systems and more safety-critical chassis control systems like
anti-lock braking and stability control. While this division makes sense for legal reasons, all of these systems
can be viewed as operating on an overall state space consisting of the vehicle and its environment. An
integrated approach to control design on this state space offers opportunities for improved state estimation,
extension of assistance into nonlinear handling regions and increased situational awareness. One such
approach is to describe vehicle hazards in terms of constraints on either the system energy or artificial
potential energy and design controllers that reduce these hazards. This energy theoretic framework can be
useful for developing both an intuitive understanding of the links between systems and, by using energy
conservation concepts, quantitative bounds on the system performance. This paper outlines the benefits of
integrating chassis control and driver assistance systems, briefly develops the mathematics of the energy
theoretic framework for integration and discusses several preliminary examples of this approach. Necessary

future work and issues of human-machine interaction conclude the paper.

Key-words: driver assistance systems, chassis control, human-machine interaction, Lagrangian systems,
lanekeeping, potential fields, stability control, vehicle dynamics

INTRODUCTION

Currently, there is a sharp separation between
driver assistance systems such as adaptive cruise
control or lanekeeping and chassis control
systems such as anti-lock braking, electronic
stability control and roll stability control. The
practical reason for this separation is easy to
understand. Driver assistance systems must
generally be sold as convenience systems without
claims of safety in order to satisfy liability
concerns. In contrast, the record of electronic
stability control and government mandates for
ABS systems allow these functions to be
considered safety systems. This leads to a
separation of operating regions where chassis
control systems function at the limits of handling
and driver assistance systems function in normal
driving conditions, often shutting off or saturating
in highly dynamic situations.

From a conceptual standpoint, it is possible to
consider both chassis control and driver
assistance systems as restricting access to
unsafe regions of the state space involving the
vehicle and its environment.  This definition
enables a more integrated approach to vehicle
control with the assistance and chassis control
systems having a conceptually similar role. This
paper explores the potential advantages and

challenges associated with a combined treatment
of driver assistance and chassis control systems
from the standpoint of controller architecture and
human-machine interaction. In  particular,
integration offers advantages for sensor fusion,
extending assistance to the handling limits and
improving the situational awareness used in
vehicle control. To realize these potential benefits,
however, both a general mathematical framework
and the interaction of the human driver with these
systems must be carefully considered.

The concept of system energy proves useful when
examining the various control systems in an
integrated manner. Looking at the effects of each
system on elements of the total system energy
provides insight into which systems should likely
be coupled and which should be decoupled. The
principle of energy conservation furthermore gives
performance bounds that can be used to
guarantee operation of the combined system.
These ideas are illustrated using examples from
research at the Dynamic Design Lab at Stanford
University. The reason for this focus is to
demonstrate the advantages of taking a consistent
approach to the design of vehicle control systems.
Advantages and challenges of this approach in the
design of the human-machine interface conclude
the paper.



COMBINED STATE SPACE INTERPRETATION

Different chassis control and driver assistance
systems can be described as operating on
different state variables in the combined state
space defined by the vehicle and its surrounding
environment. Table 1 demonstrates how this
interpretation can be applied to several current
production systems. In this section and in the
remainder of the paper, production systems will be
discussed in a generic sense, without reference to
specific manufacturers. The intent is not to
provide a review of current state-of-the-art but to
illustrate certain trends in system design.

Looking at Table 1, it may not be immediately
apparent that there are any advantages in such a
combined interpretation. In terms of these state
variables, there is an obvious distinction between
driver assistance systems which focus on the
relationship of the vehicle to other objects in the
environment and chassis control systems which
involve measurements of configuration and
velocity states related to the vehicle itself. There
are distinctions in terms of the availability of
measurements as well.  For chassis control
systems, variables such as wheel slip, sideslip and
roll angle are not directly available and must be
inferred from measurements of wheel speed and
acceleration, lateral acceleration, yaw rate and roll
rate.

In some ways the separation of chassis control
and driver assistance functionalities also serves a
useful technical purpose. One can view chassis
control systems as “low-level” controllers that work
to achieve the vehicle response commanded by
either the driver or an assistance system. In this
way, decoupling may be desirable. Yet there are a
number of distinct benefits to a more integrated
approach.

ADVANTAGES OF INTEGRATION

There are three main advantages or opportunities
associated with the integration of chassis control
and assistance systems. The first opportunity is to
link the sensors from assistance systems to
address the state and parameter estimation
challenges of chassis control. The second
opportunity is to extend driver assistance into
nonlinear handling regions and the third is to use
the additional situational awareness possible with
the driver assistance sensor suite to handle
decisions and tradeoffs in chassis controllers.
These are discussed in more detail in the following
sections.

SENSING — The classic challenge in chassis
control system design is the lack of information
available about important system states. Thinking
simply in terms of planar motion, the longitudinal
velocity, lateral velocity (or equivalently, the
sideslip angle between the velocity vector and the
vehicle centerline) and yaw rate are all necessary
to describe vehicle motion. While yaw rate is
straightforward to measure using a gyro,
longitudinal speed can only be estimated from
wheel speeds and lateral velocity is not available.
The importance of these individual measurements
can be seen in Figure 1, which shows an example
of a step steer on an icy surface (Rock et al.,
2005). As seen in the top figure, the yaw rate of
the vehicle does not deviate much from the
desired value that would be estimated from the
vehicle speed and driver steer angle input. Yet
the sideslip angle in the lower plot clearly
illustrates that the vehicle is sliding sideways, with
a large angle developing between the velocity
vector and vehicle centerline. When relying on
stability control to intervene in situations like this,
some estimate of lateral velocity is clearly
necessary.

System Qualitative Description

wn

tate Variables

Adaptive Cruise Control

Avoid following too closely

Range to previous vehicle

Range rate

Lanekeeping

Avoid deviation from lane center

Lateral position error

Heading error

Anti-lock Braking (ABS)

Avoid unstable region of tire operation

Wheel slip

(Wheel speed, acceleration)

Stability Control (ESP) Avoid spin out or excessive “oversteer” Yaw rate
Sideslip angle

Roll Stability Control Avoid excessive vehicle roll Roll angle
Roll rate

Table 1 - Combined State Space Interpretation
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Figure 1 - Step Steer Maneuver on Ice

When faced with a lack of direct measurements of
state variables, the usual approach is to construct
an observer based upon whatever measurements
are available. In the case of the sideslip angle,
development of an observer is complicated by the
fact that the system becomes unobservable
through the yaw rate as the car approaches
neutral steering.  Furthermore, the estimated
sideslip angle is almost completely dependent
upon the tire model used in the observer. Since
tires possess considerable uncertainty and
change over time due to road condition,
temperature and wear, this approach is prone to
large error (though with additional measurements
such as steering torque, not impossible). While it
is conceivably possible to integrate inertial sensor
measurements of acceleration to obtain velocity,
drift errors build quickly in any sensors practical at
automotive price points.

The basic problem stems from the fact that the
vehicle has no measurement of absolute velocity
or position relative to a fixed reference. Thus
there is no way to “re-center” the estimates from a
vehicle model or integrated accelerometers. In
contrast, with some measure of position relative to
the earth or to a lane, accurate velocity estimation
becomes possible. One example of how an
absolute positioning system can provide such
information comes from the Global Positioning
System (GPS).  Although currently used in
vehicles for navigation and not driver assistance
(though there are examples of restricting system
functionality to certain roadways using GPS and
digital maps), a GPS system provides a concrete
example of possible sensor fusion advantages.

While GPS (and its European counterpart, Galileo)
is generally considered as a navigational tool, it
can in fact provide a very accurate source of
velocity information. Using the carrier phase of
the incoming signal, three dimensional velocity
measurements with accuracy (1 s) on the order of
5-10 cm/s are possible. Furthermore, by using

multiple GPS antennas to look at the carrier phase
difference  between incoming signals, the
orientation of the car along two or more axes can
be determined with an accuracy of a fraction of a
degree (the ultimate accuracy being determined
by the baseline between the antennas). Figure 2
shows a multi-antenna system installed on a test
vehicle.

Figure 2 - Multi-antenna GPS/INS System

With the orientation of the vehicle centerline and
the velocity magnitude and direction determined
by GPS, determination of the vehicle sideslip
angle and longitudinal velocity become possible
(Ryu and Gerdes, 2004). As Figure 3
demonstrates, once compensated for factors such
as roll and road grade (which can also be
determined from a system consisting of GPS and
automotive grade inertial sensors), the sideslip
measurements compare well to predictions from a
calibrated model. Other testing has demonstrated
that the combined system has greater accuracy
than the optical sensors currently used for vehicle
testing (Rock et al., 2005).
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Figure 3 - GPS-Based Sideslip Measurements



An interesting observation is that accurate velocity
and orientation information are available even
without considerable accuracy in the absolute
position measurement. It is possible to obtain this
level of sideslip angle estimation without using
differential corrections or other techniques that
extend the accuracy of GPS positioning beyond
what is available with conventional navigation
systems. Of course, GPS signals are not always
available and this poses a challenge in and of
itself. However, when GPS is available, sensor
biases and vehicle models (and, in particular, tire
parameters) can be calibrated off of this
information and used to improve accuracy.

Again, while production systems for lanekeeping
are based on cameras and not on GPS, the basic
point still holds. It is conceivably possible to
estimate sideslip angle from forward-looking
cameras (Hsu et al., 1997). The optical sensors
commonly used for velocity measurement are, in
essence, cameras pointed at the ground, and thus
similar to techniques currently under investigation
for precise navigation using lasers that map a
roadway. Eventual fusion of vision, GPS, inertial
sensors and vehicle models holds considerable
promise for the state estimation problem. This
would, in turn, enable more sophisticated chassis
control algorithms.

ASSISTANCE AT THE HANDLING LIMITS — The
next benefit of integrating chassis control and
assistance systems is arguably the most important
but also the one that requires the least motivation.
Current assistance systems are generally limited
to saturate or shut off before the reach the limits of
handling. For instance, adaptive cruise control
systems usually have a threshold level of braking
they can apply set well below the ultimate braking
capability of the vehicle and shut off in situations
involving significant lateral acceleration.
Production lanekeeping systems usually apply
only a small amount of corrective torque and
therefore are not capable of balancing the
resistance torque on the steering system
associated with driving near the limits of handling
on most road surfaces.

The reason for these limits is understandable in a
legal environment where driver assistance
systems must be marketed as convenience
systems. Yet from a safety perspective, this sort
of behavior is undesirable for a couple of major
reasons. First, the driver may very well require
assistance in these more critical situations.
Preliminary data from a simulator study of driver
response to lanekeeping assistance systems
performed at Stanford suggests that such a
system can be useful to the driver in emergency
lane change situations. The advantage comes
from the additional assistance provided as the
driver attempts to straighten the vehicle in the new

lane. The need for assistance in emergency
braking is well established, resulting in the design
of braking assistance systems that increase apply
rate beyond that commanded by the driver when
an emergency situation is suspected.

In addition, drivers may not accurately predict and
compensate for the saturation or removal of
assistance in emergency situations. A driver may,
for instance, expect that an adaptive cruise
controller that has been steadily increasing
braking effort in response to a decelerating vehicle
will continue to do so. Furthermore, any change in
the assistance system actuation creates motion
cues to the driver that may not be intended. A
removal of assistance will alter the acceleration of
the vehicle and even saturation in the presence of
an increasing demand for assistance will result in
a Jjerk (the derivative of acceleration)
communicated to the driver. There is no
guarantee in a safety critical situation that these
cues will be correctly interpreted by the driver.

Of course, it is possible to simply extend the
region of operation of driver assistance systems
towards the limits of handling and rely on chassis
control systems to stabilize without explicitly
integrating the two. As the examples above serve
to illustrate, at minimum an analysis of combined
operation is necessary. A consistent approach to
control system design for chassis control and
assistance systems could, however, make it
possible to guarantee performance over the entire
handling envelope of the car. Such guarantees
would help to move assistance systems from the
realm of convenience into the realm of safety.

SITUATIONAL AWARENESS - Ultimately, the
forces that determine vehicle motion must be
transmitted across the interface between the tires
and the road. The total force available for any
combination of driver assistance and chassis
control is therefore limited to the total force
available at the tire/road interface. This amount
obviously varies with road conditions and the
available friction force and forces tradeoffs when
demand exceeds available friction. The greater
situational awareness associated with driver
assistance systems can conceivably help in
making better tradeoffs in these situations.

To understand this point, it is helpful to take a
lesson from the design of Anti-lock Braking (ABS)
systems. One of the issues that must be
considered in ABS design is a “split-mu” surface
where the tires on one side of the vehicle possess
a higher friction coefficient than those on the
other. This corresponds, for instance, to
situations where the vehicle may begin to leave
the lane and encounter pavement on one side and
grass on the other. If the ABS system were to
simply maximize the braking at each wheel
individually  (thereby maximizing longitudinal



deceleration), the difference between the left and
right sides would result in a large yaw moment on
the vehicle. Since this large disturbance in a
critical situation might cause problems for the
driver, systems were designed to balance the yaw
moment and deceleration in split-mu conditions.
One strategy for achieving this was to control each
front wheel individually but to modulate the rear
wheels in tandem based upon the lower friction
value available (a “select low” approach).

With the introduction of stability control systems,
the steering wheel position measurement provided
another source of information that could be used
in this tradeoff. Using the steering wheel angle to
determine driver intent, the yaw moment resulting
from unequal braking on each side of the vehicle
could be compared to the desired yaw motion.
Yaw moments consistent with the driver intent
could therefore be tolerated, leading to an overall
increase in friction utilization. This scenario is not
simply hypothetical. Returning to the case where
the vehicle leaves the roadway, the coefficient of
friction is often higher on the side that remains on
the road, producing a yaw moment that works to
return the vehicle to the roadway.

Are there parallels with the additional information
provided by driver assistance systems? In
general, these can also give additional insight into
the driver intent or hazardous situations. The
position of the vehicle in the lane, for example,
could also be used in the split-mu scenario or in a
number of other ways. Since tripping of the
vehicle is responsible for a significant number of
rollover situations, a roll stability controller could
become more aggressive near lane boundaries to
avoid departure. Similarly, the controller could use
the position in the lane to help avoid the
overcorrection that often occurs when a driver
makes a sudden return to the roadway after
leaving the lane. Information from an adaptive
cruise control could verify that the driver was
braking to avoid a looming collision or trigger the
use of an automatic emergency braking system
(Kopischke, 2000).

AN ENERGY FRAMEWORK

There are, therefore, advantages in considering
the design of assistance systems and chassis
control functions in an integrated sense. As the
first section of the paper demonstrated, these two
types of systems can be viewed as acting on
different states in the combined state space of the
vehicle and its environment. To move towards a
more integrated approach to control, the last piece
necessary is a framework for designing controllers
across this combined state space.

In the analysis and control of physical systems,
there are few concepts with as much applicability
as that of energy. Energy crosses physical
domains and can be used to establish the stability
of dynamic systems using a Lyapunov approach.
The concept of energy conservation is intuitive to
people and linked to the idea of passivity often
used as a design paradigm in human-machine
interfaces such as telerobotics. There s,
however, a common challenge when using energy
principles as design rules since it can be difficult to
move from global ideas of energy conservation
into tight bounds on the behavior of individual
parts of the system. The following sections
demonstrate how energy concepts can provide a
framework for vehicle control. Some of these
have been developed in detail while others have
been examined only preliminarily and are the
subject of current research.

LANEKEEPING ASSISTANCE - In the robotics
field, Khatib (1986) introduced the idea of
establishing hazards and goals for a system in
terms of “artificial potential fields.” In this way, the
system moves away from hazards and towards
goals as if repulsed and attracted by artificial
forces in the environment. Reichardt and Schick
(1994) translated this idea to autonomous vehicles
by interpreting hazards due to lane boundaries or
other vehicles as positive charges acting on an
electron (the vehicle). The resulting motion was,
unfortunately, not always achievable by the car.
With a similar idea in mind, Schiller et al. (1998)
proposed the concept of ‘virtual bumpers’ attached
to the car as a means of dealing with lateral and
longitudinal obstacles.

Inspired by Reichardt and Schick’s concept,
Gerdes and Rossetter (2001) translated the
potential field idea into a lanekeeping system
where the influence of the potential field is added
on top of the existing vehicle dynamics, ensuing
that the desired motion can always be achieved.
In this interpretation, there is a hazard function
with a minimum at the lane center, as illustrated in
Figure 4. Giving this function the interpretation of
an artificial potential energy, the lanekeeping
controller produces a force proportional to the
gradient of the potential function that serves to
bring the vehicle back to center. The function in
Figure 4 is highly exaggerated for illustrative
purposes; in reality, the force needed is
comparable to that of road crown.

The motivation for using a potential field
description is that intuitive concepts of energy
conservation can be used to bound the system
motion. If the lanekeeping assistance forces are
conservative and the vehicle possesses some
dissipative characteristics, in the absence of driver
input, the artificial “energy” in the system must
decrease. This can be used to bound the vehicle



motion and provide guarantees that the vehicle will
not deviate further than a specified distance from
the lane center. With a guarantee of the system
performance, the classification of lanekeeping as
a safety system begins to be possible.

Lanekeeping
Potential
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-

Figure 4 - Lanekeeping Potential Field

To understand this framework mathematically, the
vehicle may be modeled in the plane in terms of
its position along the road, s, its position in the

lane, e, and its yaw angle, . Figure 5
demonstrates these variable definitions
graphically.

--—W#w

Road Centerline

Figure 5 - Vehicle Coordinates

Writing these terms collectively in terms of a
configuration vector, q,

q=[s e yJ'

Lagrange’s equations of motion can then be used
to describe the motion in terms of a mass matrix,
M, drift terms that cannot be controlled, f, and
control terms from actuators such as steering and
braking, g:

Mq - f(q) - g(qludriver) = g(q’ucontrol)

If the control terms can be derived from an
artificial potential such as that demonstrated for
lanekeeping in Figure 4, this equation becomes:

T
M- 1(0)- Q0 Ugne) =~
fiq
and in the absence of driver input:
T
M- f(Q)=-
fiq

The total energy for this system, L, is just the sum
of the physical kinetic energy arising from the
vehicle velocity, T, and the artificial potential
energy used in lanekeeping, V, for example:

1 . 1.,
T=-q'Mq V ==ke
24 M 2

L=T+V >0

The drift terms that cannot be controlled consist of
terms such as the rear tire side forces (when four
wheel steering is not used) and thus always
remove energy from the system. Using this fact,
the total energy can be proven to decrease in the
absence of driver input:

.
1y o

L=2da"Mg+q" -~

2 Tl

=q" f(q)£0

From this result, the total energy in the system is
bounded and can be used to determine a bound
on the system error (Gerdes and Rossetter, 2001).
As it turns out, this is not a useful bound by itself
since most of the energy is associated with the
longitudinal motion of the vehicle along the lane
and, in a well-designed controller, very little of that
energy should be translated into lateral error. The
raw system energy is therefore not the ideal value
to use for bounding motion. However, the physical
understanding that it is the energy associated with
vehicle longitudinal motion that produces an
unnecessarily conservative bound suggests the
solution.

With some restrictions on the control system (that
are identically satisfied for a lanekeeping system
with front wheel steering and sufficient lookahead
distance along the lane), the energy associated
with the yaw and lateral motions alone can be
used in the analysis presented above (Rossetter
and Gerdes, 2006). In other words, the energy
bound holds for a reduced configuration vector:
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and a slightly modified potential function:

V=V (ey)

The resulting controller is extremely simple. For a
front wheel steered car, the additional steer angle
commanded by the assistance system is simply:

d=Kle+xy)
for some gain, K, and lookahead distance, X,.

This analysis can then be used to demonstrate
conservation of the energy in these modes and
subsequently bound the lateral deviation from lane
center. Decoupling the bounding analysis from
the longitudinal energy results in a much tighter
bound on the lateral motion of the car. By taking
the road curvature into account, worst-case
deviation from the road center can be calculated
for a given stretch of road.

The resulting bound is tight enough to serve as a
design rule for lanekeeping systems. Figure 6
shows the experimental steer-by-wire vehicle used
to implement the lanekeeping system on a test
track defined on an airfield (Rossetter et al.,
2004). Figure 7 shows the lateral deviation of the
vehicle from the lane center in both simulation and
experiment and a bound on the maximum lane
obtained from this energy approach. The bound is
calculated based on the maximum curvature and
curvature rate of the test track and thus is slightly
conservative. Nevertheless, the bound shows an
equivalent safety factor of only about 1.5 and is
therefore tight enough to use in design.

By using a more numerical approach, the bounds
can be extended into the nonlinear region of the
tire curve, guaranteeing lanekeeping performance
up to approximately 90% of the peak tire force
(Switkes and Gerdes, 2005). For lanekeeping,
therefore, this energy interpretation proves quite
useful in obtaining performance guarantees on a
practical controller and illustrating its behavior as it
approaches more critical handling regions.

Figure 6 - Experimental Steer-by-Wire Vehicle
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Figure 7 - Lanekeeping Performance Bound

STABILITY CONTROL — Speaking very generally,
stability control can be viewed as applying a
corrective yaw moment in response to an
excessive amount of vehicle sideslip or yaw. In
general, the use of stability control will add an
additional term, fs, into the equations of motion for
the vehicle:

Mq - f (q) - fs(q) - g(q’udriver) = g(q’ucontrol)

Under the energy interpretation discussed above,
stability control therefore acts on the Kkinetic
energy of the yaw and lateral modes of the
vehicle. The lanekeeping results hold so long as
the influence of the stability controller is to remove
energy from these modes of the system (Gerdes
and Rossetter, 2001). In other words, any
nonlinear stability control algorithm can be used so
long as its influence on these modes is dissipative
and satisfies:

a' f(@£0 a=[e y]

Given the dissipative nature of braking in general,
this condition is not hard to satisfy. It does,
however, preclude the use of differential braking to
reduce understeer and turn the vehicle more
sharply into a turn. Such a behavior would add
energy to the lateral and yaw modes and, while
possibly desirable from a performance
perspective, would not constitute a safety system.
It is therefore not hard to include stability control in
an energy interpretation of vehicle control.

Although the requirement for a stability control
algorithm to be compatible with lanekeeping in this
energy framework is quite mild, an obvious
guestion is whether the two could be designed
concurrently. Through such a design, the
bounding results could be used constructively to
develop a stability control algorithm that could



guarantee bounded energy in lateral dynamics
and bounded lane deviation up to the limits of
handling. Such a design, representing an ideal
example of the benefits described in this paper, is
the subject of current research.

ROLL STABILITY CONTROL - Since the basis
for the energy analysis is a set of equations for a
mechanical system (one that can be described by
Lagrange’s equations of motion), it s
straightforward to consider a more detailed vehicle
model with roll dynamics. In this case, there is an
additional energy corresponding to the potential
energy stored in the vehicle roll mode. Like the
artificial energy associated with the lateral
deviation from road center, large amounts of this
energy constitute a hazard (rollover risk). Unlike
the lanekeeping system, this is a real physical
potential energy and not an artificial potential. The
mathematical description of the system must
therefore be expanded to include the roll angle, j ,
and the total potential energy becomes:

V=V, ()+Vy(ey)

Since in general the roll dynamics of the vehicle
are not actuated (the exception being a car with
active suspension), there is an additional
challenge of underactuation. As production
systems demonstrate, differential braking is an
effective means of countering roll motion but it
must simultaneously influence the vehicle lateral
and yaw motion. By looking at a combined energy
consisting of the artificial energy of lanekeeping,
the physical kinetic energy and the potential
energy stored in the roll mode, combined
lanekeeping and rollover avoidance behavior can
be guaranteed (Chang and Gerdes, 2005).
Investigating roll motion together with lanekeeping
and stability control is an area of current research.

ADAPTIVE CRUISE CONTROL - It is possible to
formulate several standard adaptive cruise control
algorithms in terms of an artificial potential field
attached to the lead vehicle (Gerdes et al., 2001).
Figure 8 demonstrates the basic terminology for
this definition. Defining a desired safety distance,
Sq4, behind the lead vehicle, the desired position of
the following car can be described by:

Stes =S = Sy

The potential field can then be defined in terms of
the spacing error &

€5 = S~ Sges
by a general form:

V, =V(e,)

S i &
Sdes S
S

Figure 8 - Potential for Vehicle Following

The gradient of this potential can then be used as
a force acting on the longitudinal dynamics of the
vehicle, consistent with the general equations of
motion discussed earlier. This basic form admits
a number of different algorithms for adaptive
cruise control. For instance, a constant time
headway can be defined by setting the safety
distance equal to:

Sy =/,5+/,

The shape of the potential function then defines
the aggressiveness with which the controller
seeks to track this desired spacing.

Although the theme of this paper is the integrated
design of driver assistance systems and chassis
control systems, the adaptive cruise control
described here is largely separate from
lanekeeping functionality. While the lanekeeping
function uses lateral error and yaw angle, the
adaptive cruise control is defined entirely in terms
of spacing error. It is possible to define potentials
that are more two-dimensional in nature and not
divided into separate lateral and longitudinal
hazards as described here (Gerdes et al., 2001).
However, this leads to the possibility of local
minima in the potential fields. Local minima have
often proven to be a problem in robotic control
with artificial potentials and would, in this case,
reduce the transparency of the system from the
standpoint of the driver. Leaving aside this
possibility, however, a closer examination of the
problem suggests that this decoupling is desirable
in its own right.

Consider, for example, the case of a vehicle
suddenly decelerating in front of the controlled
vehicle. The potential field associated with vehicle
following will begin to store energy and the
following vehicle will brake accordingly. If the
driver of the following vehicle were to decide to
change lanes, translating this stored longitudinal
potential energy into lateral and yaw energy would
be highly undesirable (Gerdes et al., 2001). Thus
the inherent energy asymmetry between the
laterallyaw and longitudinal dynamics suggests
that treating these dynamics separately in driver
assistance makes sense. The visual picture
corresponding to this separation is that the



potential field of Figure 8 represents a “cap” at the
end of the potential field tube defined by Figure 4.

This interpretation, of course, does not enable an
assistance system that would perform a function
such as overtaking another vehicle. It is
reasonable to argue, however, that such a
maneuver is more appropriate for a driver to
initiate and thus that this is not much of a
restriction on driver assistance. Nevertheless, the
energy theoretic approach by its very nature
produces systems that do not add energy or
hazard to the system (at least not beyond a level
set by the driver, such as an adaptive cruise
control returning to a desired set speed). Other
proposed assistance paradigms that envision
driver assistance as the interaction between a
driver and a more autonomous vehicle (such as
the “H-metaphor” by Flemisch et al., 2003) are not
restricted in this same manner.

Returning to the treatment of longitudinal energy,
the separation of potential functions bears some
resemblance to the ideas of Total Energy Control
System developed for aircraft control (Kelly et al.,
1986). Using TECS, the controls govern the total
energy in the system and the energy distribution
across modes instead of controlling each mode
individually. In the case of ground vehicle control,
the gas pedal and adaptive cruise control could be
interpreted as controlling the major portion of
system energy (that in the longitudinal direction)
while the other systems prevent that energy from
entering other hazard modes (the artificial
potential energy due to lateral deviation, roll
potential energy, lateral kinetic energy, etc.). Such
a remapping would be entirely consistent with the
approach to assistance described here.

Even when the ultimate result is to suggest
decoupling, therefore, taking an integrated look at
vehicle control systems through the principle of
energy proves useful. Decoupling only works up
to a point, however, since ultimately the available
tire force is a finite quantity and, at the limits of
handling, all control functions are coupled. Faced
with this situation, the controller responsible for
apportioning brake and steering actuation must
make tradeoffs among the various uses for the
available friction. In this tradeoff, the actual
shapes of the potential functions used for
lanekeeping and adaptive cruise control determine
the force demands and could determine the
relative weight given to each controller.
Development of performance bounds with tire
saturation during the combined operation of
adaptive cruise control and lanekeeping
represents a good avenue for future work and a
true test of the appropriateness of an energy
framework for vehicle controller design.

HUMAN-MACHINE INTERACTION

By their very nature, driver assistance systems
and chassis control systems must work smoothly
with the driver. Therefore no discussion of a
framework for combining these vehicle control
systems can be complete without some treatment
of the user interaction issues. While the energy
framework outlined here can provide a number of
mathematical performance guarantees about the
system behavior, it does not provide similar
guantitative guarantees about driver acceptance.
Nevertheless, there is at least some rationale for
believing that designs based on the concept of
energy can also be useful from standpoint of
human-machine interaction.

From an early age, humans use their bodies to
interact with the physical world. As a result, the
interaction between the human driver and control
systems is more likely to be successful when the
interface leverages this experience (Klemmer et
al., 2006). Since the operation of potential fields in
the environment closely parallel experiences of the
driver in interacting with the physical world, they
provide a basis for designing a system that is
transparent to the driver. The idea that this may
be an intuitive approach for the driver dates back
to work by Gibson and Crooks in 1938.
Approaching driving from the point of view of
psychology, they postulated that people drive by
considering the “Field of Safe Travel” around the
vehicle. As illustrated in Figure 9 (Gibson and
Crooks, 1938), the field of safe travel is
constructed for the vehicle at the right side of the
drawing by taking into account the hazards
provided by other vehicles and lane boundaries.
Such a field is basically the complement of the
artificial potential fields used to describe driver
assistance systems in this energy framework.
Whether or not people actually drive in this
manner, the long history of such representations
in psychology suggests that the potential field
analogy could be helpful to the driver in developing
a mental model of system operation.

Figure 9 - The Field of Safe Travel



Of course this is not intended to minimize the
challenge posed by proper HMI design in driver
assistance systems or claim that these are solved
by simply basing designs upon energy. The point
is that this framework is not inconsistent with
driver understanding and could possibly be helpful
with appropriate design. It also serves to highlight
that the driver interaction with the environment
changes with an assistance system and provides
some means for discussing and visualizing the
new interactions.

The example of lane changes with a lanekeeping
system based on artificial potential fields helps to
explain some of these issues. Figure 10 illustrates
the extension of the field across multiple lanes,
creating a small barrier between the lanes. While
it is possible to switch off the lanekeeping
functionality when the turn signal is activated,
there are clearly cases when the driver will have to
perform emergency lane changes and not have an
opportunity to signal. In such cases, the center
“bump” or ridge may provide an undesirable
hindrance to the driver in controlling the vehicle.
However, it may also provide the driver with
important feedback that the system is operational.

. Lane Centers .

Figure 10 - Potential Fields Across Two Lanes

Current user studies on a fixed-base driving
simulator at Stanford are examining these
interaction issues with lanekeeping. One of the
studies involves a series of lane changes in
normal driving and in emergency situations to
evaluate methods for treating this center ridge.
Approaches considered are to leave this active at
all times, deactivate based upon a threshold
steering rate from the driver or deactivate once the
vehicle crosses the centerline and slowly ramp the
field back up over time. This latter case of a time-
dependent field is shown in Figure 11.

Figure 11 - Time Dependent Potential

While the data analysis from these studies is not
yet complete, it is clear that issues as seemingly
simple as how to handle the lane boundary can
have dramatic differences on driver behavior.
Figure 12 shows the driver behavior in a slow lane
change with the lanekeeping system off, with a
constant ridge dividing the lanes and with a time-
dependent ramp. Clearly, the ridge requires
additional steering effort on the part of the driver
and may be viewed as undesirable in the event of
an emergency. The reality is more complicated,
however, as some drivers used this ridge to assist
in stabilizing the vehicle after an emergency lane
change. The consistent operation of the constant
ridge controller was in some cases preferable to
the less obvious time dependence of the ramping
potential field. In all cases, steering wheel torque
feedback is very important for the driver. While the
energy framework can be extended to include the
effects of handwheel dynamics (Switkes et al.,
2006), proper force feedback from the user
perspective is still an open issue.

Figure 12 - Driver Behavior: Slow Lane Change



In describing and evaluating human interaction
with assistance systems, therefore, the physical
nature of the potential field analogy proves helpful.
Visual representations that can be discussed with
experts in psychology and human factors translate
directly to mathematics that can be implemented
in the vehicle. Thus an energy approach to control
systems can help not only in integrating chassis
control with driver assistance but also in
integrating HMI design with the underlying control
algorithms.

CONCLUSION

Because of its close link to both mathematics and
everyday experience, the concept of energy
provides a promising framework for integrating
various control systems on the vehicle. Through
such integration, links between systems can be
more easily explored, potentially leading to better
sensor fusion, safety improvements and more
transparent human-machine interaction. While a
number of successful applications of this principle
have been cited in the paper, considerable work
remains to realize all of these possible benefits in
controller design. Furthermore, the sufficiency of
the energy framework in providing sufficiently tight
performance bounds up to the limits of handling
must still be established. These issues and
continued development of the human-machine
interface represent avenues of current research.
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